
Dynamic Algorithms, 2004.Q4: Second Project

Version 2 – April 27, 2004

This project consists of 1 theoretical problem and 1 (coupled) programming
problem. Each problem counts 50% in your total score for the project. To
get the last 5% of these 50% you must answer the “last 5%” subproblem.
This subproblem may be harder than the other subproblems.

You can talk with your fellow students about general strategies for solving
the problems, but the actual implementation and hand-in must be your own
work.

The hand-in should be done using LATEX or similar. Handwriting is not
acceptable. For figures, xfig combines nicely with LATEX. After having made
a drawing in xfig, you export it in LATEX format, and insert the resulting
code in your LATEX file.

The evaluation of your hand-in will put weight on simple short precise an-
swers/documentation.

Deadline for hand-in: Friday May 14th at 12 noon, preferably by email.

Problem 3

Dynamic parenthesis balancing. We reconsider the problem of maintain-
ing information about whether a string of parentheses are balanced un-
der changes of individual parentheses. To simplify the problem, we re-
strict ourselves to 2 kinds of parentheses and we assume that the string
has a fixed length that is a power of 2. In particular, we cannot insert
or remove symbols, but only change symbols within the alphabet Σ2 =
{’[’,’]’,’{’,’}’,’#’}, where ’#’ denotes the blank symbol. We define
a string s ∈ Σ∗

2 to be balanced, if s ∈ L(G), where G is the context free
grammar

S → SS | {S} | [S] | # | ε

Notation: The dynamic parenthesis balancing problem consists in maintain-
ing a data structure representing a string s and supporting the following
operations.
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• init(n) String s becomes ”## . . . #”, a string of length n containing
only blanks.

• change(i, σ) The i’th entry of S is changed to σ ∈ Σ2.

• balance? Return a truth value that tells whether s is balanced.

A deterministic algorithm is described in the literature for the course. It
is based on the data structure from [2]. However, this data structure is
too complex for being part of an obligatory programming assignment in
this course. Instead, we look at a somewhat simpler randomized approach.
It will be a variant of the technique used in [1]. Though the algorithm
is randomized you will not be required to make any probabilistic analysis
of it. The necessary facts will be assumed here. If you are interested in a
deeper understanding of that part, you are referred to the course Randomized
Algorithms.

In this problem you are required to describe and analyze a solution for the
dynamic parenthesis balancing problem as outlined in the following.

Notation: We want to talk about a string of parentheses being balanced
when forgetting the “color” of the parentheses (i.e. regarding curly and
square parentheses as equal). For this purpose we introduce a function
f . Let Σ1 = {’(’,’)’,’#’}, and define f : Σ∗

2 → Σ∗

1 by f(’[’) =
f(’{’) =’(’, f(’]’) = f(’}’) =’)’ and f(’#’) =’#’.

Subproblem 3.1. What is f("{[}]}{")?

As a first step, we note that there are two subproblems to consider when
checking that s is balanced:

• f(s) must be balanced. This is a necessary, but not a sufficient condi-
tion.

• Assume f(s) is balanced. If s = σ1 · · · σn with f(σp(i)) = ’)’ being
the unique matching partner of f(σi) = ’(’ in f(s) then σi and σp(i)

must match, i.e. they are both square parentheses (’[’,’]’) or they
are both curly parentheses (’{’,’}’).

In the introductory note to this course, the first subproblem was solved
using a balanced binary tree data structure. In the following we will use an
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enhanced version of that binary tree to reduce the second subproblem to a
question of pattern matching.

Notation: We define the functions gl, gr and gm, that replaces some of the
parentheses in a string with blanks. In particular, gl(s) retains only those
parentheses that correspond to unmatched left parentheses in f(s), and
gr(s) retains only those parentheses that corresponds to unmatched right
parentheses in f(s). Similarly, gm(s) retains only those pairs of parentheses
that correspond to matching pairs of parentheses in f(s) with the additional
condition that the left parenthesis is in the left half of f(s) and the right
parenthesis is in the right half of f(s).

Example: Consider the string s = "#[{}}]#}" with f(s) = "#(()))#)".
We find that gr(s) = "#####]#}", since the unmatched right parentheses
in f(s) are "#####)#)". Similarly, gl(s) = "########". The only pair of
parentheses in f(s) that matches across the middle are "#(##)###", and
therefore gm(s) = "#[##}###".

Notation: Consider the following preliminary data structure D for solv-
ing the dynamic parenthesis balancing problem. We maintain a perfectly
balanced binary tree with a leaf for each character in the string s (this is
possible, since we have assumed that n is a power of 2). An internal node v
is the root of a subtree tv where the leaves contains the substring sv. Each
internal node v contains the following information.

• gl(sv), gr(sv) and gm(sv).

• A single bit (truth value) that tells whether all gm(sw)’s are balanced,
where w runs over the nodes in tv.

Subproblem 3.2. Describe what information is present at each node of the
binary tree in D, when the string in question is "[[{}}[]]". You may refer
to the nodes using the numbering in Figure 1 (and avoid drawing the tree
yourself).

Subproblem 3.3. How can you answer a balance? query from the infor-
mation stored in the root node of the binary tree in D? (Argue for your
answer)

Subproblem 3.4. Describe how the information that is stored at some in-
ternal node of the binary tree in D can be uniquely determined from the
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Figure 1: Preliminary data structure

information stored at its 2 children.

Subproblem 3.5. Consider a change(5, ’#’) operation applied to the example
of Figure 1 resulting in the string "[[{}#[]]". What changes happens in
the data structure?

Generally, a single change operation will cause only small changes in the
data stored on the path from the affected leaf to the root in the binary tree
data structure. However, to update the data structure efficiently, we need
to

• Efficiently decide whether a modified gm(sv) is balanced.

• Efficiently count the number of non blanks in gl(sv) and gr(sv).

• Efficiently locate the positions of change in gl(sv), gr(sv) and gm(sv).

Notation: To address the first point we define a map h from Σ∗

2 to 2 × 2
matrices with the property that h(gm(sv)) is the identity matrix if and only
if gm(sv) is balanced. (You may take this as a fact. No proof is required. If
you are interested in details, see [3, problem 7.12]) Definition

of h(’]’)
corrected

in version

2
h(’[’) =

(

1 1
0 1

)

h(’]’) =

(

1 −1
0 1

)
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h(’{’) =

(

1 0
1 1

)

h(’}’) =

(

1 0
−1 1

)

h(’#’) =

(

1 0
0 1

)

h(στ) = h(σ) · h(τ)

Remark: You may wonder, if we can use h directly on the original string s
and avoid the data structure D. Unfortunately, the nice relation stated in
the above fact is not valid for general strings, but only for special strings
such as gm(sv) that consists of a substring of left parentheses followed by a
substring of right parentheses (possibly with blanks interspersed).

Subproblem 3.6. Give an example of a string s ∈ Σ∗

2 that is not balanced
but have h(s) = I.

Notation: Based on h, we can describe an improved data structure D2. It
has all the information of D plus some extra data. Let us call the binary tree
of D, the primary tree. For each string σ at an internal node of the primary
tree (σ is one of gl(sv), gr(sv) and gm(sv)), we keep a secondary perfectly
balanced binary tree T . There is a one to one correspondence between the
leaves of T and the symbols of σ. Each internal node v of T corresponds in
the natural way to a substring σv of σ. At each node v of T , we keep the
following information.

• The matrix h(σv).

• The number of non blank symbols in σv.

Subproblem 3.7. Assume the string gm(sv) = "[[##}##]" occurs in a node
in the primary tree of D2. What information is stored in the secondary tree
associated with this string?

Subproblem 3.8. Using D2, how can you implement the balance? query in
time O(1)?

Subproblem 3.9. Using D2, how can you implement the change operation in
time O(log2 n), when you assume that a single matrix multiplication takes
time O(1)?
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Last 5%: The data structure D2 is not very space efficient. In fact it uses
O(n log n) space when assuming that a matrix entry takes space O(1). How
can you improve the space efficiency?

Some concluding remarks leading up to the actual programming problem:

Unfortunately, the earlier assumption of a single matrix multiplication tak-
ing O(1) time is unrealistic. In fact, the entries of the matrices encountered
may be exponentially large. To overcome this problem, we will replace h by
hp that is identical to h except that all matrix entries are taken modulo p
for some prime number p. When relaxing from h to hp we can make errors.
However, by choosing p randomly from an appropriate selection of primes
it is possible to bound the probability of making an error.

Fact (Proof omitted). If one uses the improved data structure (with function
hp) for the dynamic parenthesis balancing problem for a string of length n
and one makes m ≥ 1 change operations and any number of balance queries
then the probability that any balance query is answered incorrectly is at most
1/t, when the prime p is chosen randomly from all primes in the interval
tnm ≤ p ≤ 2tnm.

Problem 4

You must now implement and make experiments with the data structure
from the previous problem.

In this problem you are required to implement and compare 2 algorithms
for the dynamic parenthesis balancing problem: The simple off-line algo-
rithm and the the data structure from the previous problem. Determine
how large the problem size must be before the truly dynamic algorithm
outperforms the simple off-line algorithm

Subproblem 4.1. Describe a simple linear time off-line algorithm for recog-
nizing properly balanced strings (Hint: use a stack).

Subproblem 4.2. Make an implementations of the dynamic parenthesis bal-
ancing problem based on the previous off-line algorithm

Subproblem 4.3. Make an implementations of the dynamic parenthesis bal-
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ancing problem based on the data structure from problem 3. To avoid having
the choice of a suitable random p and the ensuing maintenance of hp values
slow down the dynamic algorithm unnecessarily, it is recommended that you
choose p so small that 32-bit arithmetic suffices to do arithmetic modulo p.
In Java that means that primitive type int can be used throughout. You
can choose such p using the library method BigInteger.probablePrime

with first parameter 15, and second parameter new Random(). (Depend-
ing on the size of n and the number of change operations made, you may
apparently run a high risk of incorrect behavior. However, in the specific
experiments that you make here, you can check the correctness with the
off-line algorithm and give a statistics over the errors actually made)

Clearly for large n, we expect the off-line algorithm to loose the competition
between the two algorithms. But how large n is needed to demonstrate the
superiority of the dynamic algorithm?

Subproblem 4.4. Design an experiment to find a minimal n for which the
off-line algorithm looses to the dynamic algorithm. Note that you will have
to discuss what it means for the off-line algorithm to loose. Given a specific
n and a corresponding sequence of alternating change and query operations
you may time the two implementations and see which is faster. But will the
result only depend on n or will it also depend on the specific sequence of
operations chosen?

Subproblem 4.5. Perform the experiment and comment on your results.

Last 5%: We cheated a bit in using a perhaps too small prime p that will
not ensure a small probability of error for all (short) sequences of change
and query operations. However, if we allow an unbounded sequence of
change and query operations then no single p will be sufficiently large.
One way out is to change the data structure to use a new randomly chosen
p for every n change operations. How can one do that while keeping the
time bound of O(log2 n) per operation?
(no implementation is required to get full credit )

References

[1] Gudmund Skovbjerg Frandsen, Thore Husfeldt, Peter Bro Miltersen,
Theis Rauhe, and Søren Skyum. Dynamic algorithms for the Dyck lan-

7



guages. In Algorithms and data structures (Kingston, ON, 1995), volume
955 of Lecture Notes in Comput. Sci., pages 98–108. Springer, Berlin,
1995.

[2] K. Mehlhorn, R. Sundar, and C. Uhrig. Maintaining dynamic sequences
under equality tests in polylogarithmic time. Algorithmica, 17(2):183–
198, 1997.

[3] Rajeev Motwani and Prabhakar Raghavan. Randomized algorithms.
Cambridge University Press, Cambridge, 1995.

8


